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The multithreading architectures, especially the Simultaneous
Multithreading (SMT) architecture, provide the microprocessor
with significant parallelism, which is believed as the key poten-
tial to better performance and more throughputs. SMT architecture
has been defined as fully shared system resources, i.e., compu-
tation resources and memory resources, by several concurrently
executing threads in the same core. It improves resource utilization
by co-scheduling threads in the same core simultaneously. How-
ever, resource sharing may lead to the uneven distribution among
threads and thus performance bias, which might not be optimized
until the well-designed management scheme is carried out. Particu-
larly, long-latency load might make the shared resources occupied
by some threads inefficiently, and thus is one of the major causes
to performance degradation. It refers to a load that fails to hit in
Level 2 (L2) cache, and thus has to go to even lower level in the
hierarchical memory architecture. As a result, the instruction fetch
policies are designed to assign priorities in fetch stage with the
expectation to alleviate the effect of long-latency load.

Even though there is difference between the actions of some
fetch policies, e.g., STALL and FLUSH, they actually execute at
the same timing, i.e., the occurrence of L2 cache miss. Considering
the inadequate effectiveness to act when L2 cache miss already hap-
pens, the fetch policies based on L1 Data Cache (D-Cache) miss,
e.g., Data Gating (DG) and D-Cache Warn (DWarn), assume L1 D-
Cache misses clearly indicate future L2 cache miss. Consequently,
DG prevents the thread with unsolved L1 D-Cache miss rate from
fetching instructions, such that it is less likely to introduce long-
latency load to the system. Similarly DWarn takes actions when L1
D-Cache miss happens too. It reduces the priority of those threads
with unsolved L1 D-Cache miss without gating them completely.
By adjusting priority, it is expected to achieve the balance between
minimal inefficient occupancy and optimized fetch width utiliza-
tion.

We advocate that L1 and L2 cache misses are closely associated
during execution, but the relationship is not as simple as that L1
D-Cache miss leads to L2 cache miss. In fact, the relationship be-
tween L1 and L2 cache misses can hardly be described by a simple
model perfectly. However, linearity is observed to be significant in
such relationship in our previous experiment. For example, art has
a correlation coefficient of 0.8051, which shows a strong linearity.
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Figure 1. Fetching according to Evaluated L2 D-Cache Misses

Furthermore, considering the execution phases, strong linear rela-
tionship exists between L1 and L2 cache misses in some phases,
while linearity might not be the dominant relationship during some
others.

Hence, in order to cope with the variation in the relationship,
we propose to fetch according to statistically evaluated L2 cache
misses, which are limited to the data requests only, even though
the L2 cache is unified in our study. Instead of any static assump-
tion, the Ordinary Least Square (OLS) regression is employed to
examine the linear relationship between L1 and L2 cache misses.
As a result the linear models describing L1 and L2 cache misses are
established for every thread. Future L2 cache misses are obtained
based on such models for prioritization in the fetch stage from cur-
rent L1 D-Cache misses. Consequently, higher priority is assigned
to the thread(s) with less evaluated L2 cache misses. In theory, the
proposed fetch policy is superior in terms of its fitness and mod-
eration. It updates the models dynamically along execution, which
fits the real-time relationship between L1 and L2 cache misses bet-
ter than a static model. Moreover, instead of completely stalling
threads, the proposed fetch policy reduces the priority to ensure the
shared resources are fully utilized in SMT architecture.

In detail, the cache misses are sampled as Misses Per Kilo
Instructions (MPKI), while the number of instructions is defined as
Sampling Period (SP) in our study. Meanwhile, a window covering
several samples is employed to observe the relationship between
L1 and L2 cache misses, where Window Size (WS) defines the
number of samples observed in OLS regression. The observation
window acts like a FIFO queue, and as soon as the new sample is
obtained, the model will be updated. A single-thread model is used
to illustrate the proposed policy as shown in Figure 1, while it can
be implemented in SMT architecture by duplicating the observation
window to every thread. Regarding the overhead of the proposed
fetch policy, it is mainly introduced by the regression engine, while
fetch engine shares similar workload as ICOUNT. Moreover, since
the overhead is defined by SP and WS in theory, the performance
improvement with respect to different SP and WS values will be
studied in our research.
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